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Resumen

Contexto y motivacion: La contratacién publica espafiola representa aproximadamente el 11.5%
del PIB y genera vastos repositorios de documentos escaneados que requieren procesamiento automati-
zado. La extraccion de informacion estructurada de documentos escaneados presenta desafios Unicos:
degradacién de calidad de imagen, errores de OCR (hasta 20-40% en algunos corpus histdricos),
y estructuras tabulares complejas que resisten métodos de extraccion convencionales. Objetivos:

Esta tesis evalta de forma comparativa modelos de vision y lenguaje (VLMs) para la extraccion au-
tomatizada de tablas desde documentos escaneados de licitaciones publicas espafiolas. Los objetivos
principales incluyen: (1) desarrollar un dataset sintético anotado de documentos escaneados de licita-
ciones publicas espafiolas con estructuras tabulares diversas y variaciones de calidad representativas
del mundo real, (2) evaluar sistematicamente multiples arquitecturas VLM (LLaVA-OneVision-1.5-8B,
Qwen2.5-VL-7B-Instruct, e InternVL3_5-8B), y (3) establecer lineas base de rendimiento e identificar
enfoques 6ptimos para despliegue en sistemas de procesamiento de documentos del sector publico.
Metodologia: Se cre6 un dataset sintético licitaciones_dataset test de 4,500 documentos y 5,845

tablas que emula documentos escaneados reales mediante un pipeline de generacién de 9 fases: plani-
ficacion de planos, renderizado PDF, rasterizacién, distorsion geométrica (homografia), simulacion de
impresion-escaneado, degradacion adicional (Augraphy), validacion de legibilidad, transformacion de
anotaciones, y rechazo de duplicados. El dataset incluye variaciones controladas en dificultad de ruido
(facil/medio/dificil), complejidad estructural (profundidad de encabezados, celdas fusionadas, tasa de
valores faltantes), y factores de diversidad a nivel de documento y tabla. La evaluacion se realiz6 uti-
lizando métricas de similitud estructural (S-TEDS, GriTSproxy), métricas de contenido (TEDS, ANLS),
y métricas de deteccion a nivel de pagina (precision, recall, F1, exactitud, especificidad). Resultados

principales: Qwen2.5-VL-7B-Instruct logr6é el mejor rendimiento en estructura (S-TEDS=0.9740,
GriTSproxy=1.789), con precision perfecta pero 22 falsos negativos. LLaVA-OneVision-1.5-8B obtuvo
la mejor fidelidad de texto (ANLS=0.8366, TEDS=0.9603) pero mostrd debilidades en reconstruc-
cién estructural en tablas complejas (9 de 10 peores casos con S-TEDS < 0:5) y produjo 725 falsos
positivos. InternVVL3_5-8B mostrd rendimiento consistentemente inferior en todas las métricas. El
analisis de sensibilidad al peso de dificultad combinada ( ) revel6 que las diferencias entre modelos
son estadisticamente significativas pero con tamafios de efecto pequefios para TEDS/S-TEDS (Co-
hen’s d < 0:2) y medianos para GriTSproxy (d 2 [0:3;0:7]). El analisis cualitativo identifico patrones
de error especificos: colapso de encabezados multi-fila, errores de estructura de columnas, y errores de
transcripcion de texto (formato numérico, caracteres especiales). Conclusiones: Los VLMs ofrecen

soluciones prometedoras para la extraccion de tablas desde documentos escaneados de licitaciones
publicas espafiolas, pero ningin modelo resuelve completamente el problema. Qwen es éptimo para
aplicaciones que requieren alta precision estructural, mientras que LLaVA es preferible cuando la fidel-
idad de texto es critica. Las fallas se concentran en condiciones de ruido alto y estructuras complejas,



sugiriendo que técnicas de preprocesamiento de imagen y post-procesamiento basado en reglas podrian
mejorar significativamente la calidad de extraccion. Este trabajo contribuye al avance de tecnologias
de 1A multimodal y a la mejora de capacidades de procesamiento de documentos del sector publico,
allanando el camino hacia un sistema de contratacion publica espafiola méas abierto y automatizado.

Palabras clave: Extraccion de tablas, Modelos de Visidn y Lenguaje, Documentos escaneados, Licita-
ciones publicas espafiolas, Procesamiento de documentos, Evaluacion comparativa, Dataset sintético,
OCR-free, Estructura de tablas, Reconocimiento de contenido.



Abstract

Context and motivation: Spanish public procurement represents approximately 11.5% of GDP
and generates vast repositories of scanned documents requiring automated processing. Extracting
structured information from scanned documents presents unique challenges: image quality degrada-
tion, OCR errors (reaching 20-40% in some historical corpora), and complex table structures that
resist conventional extraction methods. Objectives: This thesis conducts a comparative evaluation

of Vision Language Models (VLMs) for automated table extraction from scanned Spanish public pro-
curement documents. The main objectives include: (1) developing an annotated synthetic dataset
of scanned Spanish public procurement documents with diverse tabular structures and quality varia-
tions representative of real-world outputs, (2) systematically evaluating multiple VLM architectures
(LLaVA-OneVision-1.5-8B, Qwen2.5-VL-7B-Instruct, and InternVL3_5-8B), and (3) establishing per-
formance baselines and identifying optimal approaches for deployment in public sector document
processing systems. Methodology: A synthetic dataset licitaciones_dataset test of 4,500 docu-

ments and 5,845 tables was created to emulate real scanned documents through a 9-phase generation
pipeline: blueprint planning, PDF rendering, rasterization, geometric distortion (homography), print-
scan simulation, additional degradation (Augraphy), legibility validation, annotation transformation,
and near-duplicate rejection. The dataset includes controlled variations in noise di culty (easy/medi-
um/hard), structural complexity (header depth, merged cells, missingness rate), and document- and
table-level diversity factors. Evaluation was conducted using structural similarity metrics (S-TEDS,
GriTSproxy), content metrics (TEDS, ANLS), and page-level detection metrics (precision, recall, F1,
accuracy, specificity). Main results: Qwen2.5-VL-7B-Instruct achieved the best structure perfor-

mance (S-TEDS=0.9740, GriTSproxy=1.789), with perfect precision but 22 false negatives. LLaVA-
OneVision-1.5-8B achieved the best text fidelity (ANLS=0.8366, TEDS=0.9603) but showed weak-
nesses in structural reconstruction in complex tables (9 out of 10 worst cases with S-TEDS < 0:5)
and produced 725 false positives. InternVL3_ 5-8B showed consistently inferior performance across all
metrics. Sensitivity analysis of the combined di culty weight ( ) revealed that di erences between
models are statistically significant but with small e ect sizes for TEDS/S-TEDS (Cohen’s d < 0:2)
and medium for GriTSproxy (d 2 [0:3;0:7]). Qualitative analysis identified specific error patterns:
multi-row header collapse, column structure errors, and text transcription errors (number formatting,
special characters). Conclusions: VLMs o er promising solutions for table extraction from scanned

Spanish public procurement documents, but no single model fully solves the problem. Qwen is optimal
for applications requiring high structural precision, while LLaVA is preferable when text fidelity is
critical. Failures concentrate in high-noise conditions and complex structures, suggesting that image
preprocessing techniques and rule-based post-processing could significantly improve extraction qual-
ity. This work contributes to the advancement of multimodal Al technologies and the improvement
of public sector document processing capabilities, paving the way toward a more open and automated
Spanish public procurement system.




Keywords: Table extraction, Vision Language Models, Scanned documents, Spanish public procure-
ment, Document processing, Comparative evaluation, Synthetic dataset, OCR-free, Table structure,
Content recognition.
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Chapter 1

Introduction

Spanish public procurement represents a critical component of the national economy, accounting for
approximately 11.5% of GDP [43] and serving as a cornerstone of transparent governance and e cient
resource allocation B, 14]. The digitalization of procurement processes has generated vast reposito-
ries of structured and unstructured data, particularly in the form of tender documents (licitaciones
publicas) that require sophisticated processing and analysis capabilities.

The complexity of extracting structured information from scanned procurement documents presents
unique challenges that traditional rule-based systems and OCR pipelines struggle to address e ectively.
Scanned documents su er from image quality degradation, variable layouts, OCR transcription errors
often reaching double-digit rates (around 20% in some historical corpora) and even approaching40%
in di cult collections [ 7, 33]. Complex table structures further resist conventional extraction methods
[49, 48]. These limitations create signi cant bottlenecks in automated procurement analysis, trans-
parency monitoring, and compliance veri cation processes4Q].

VisionLanguage Models (VLMs) represent a paradigmatic shift in document understanding, o ering
end-to-end solutions that can read, understand, and extract structured information from document
images without relying on error-prone OCR preprocessing stages. Unlike traditional pipeline ap-
proaches that su er from error propagation and require extensive manual tuning across document
types, OCR-free or OCR-light VLMs provide uni ed architectures that learn text directly from pixels
while building high-level semantic representations of document structure and content.

This thesis addresses the need for robust, scalable solutions for processing scanned Spanish public
procurement documents through a comprehensive evaluation of state-of-the-art VLMs. This work
evaluates on a synthetic, tender-style scanned dataset designed to emulate real procurement scans.
By creating a specialized dataset of scanned Spanish procurement documents and conducting sys-
tematic performance comparisons, this research contributes to both the advancement of multimodal
Al technologies and the improvement of public-sector document processing capabilities. The dataset
is designed with safe-by-design constraints (see Sectidi3) to ensure privacy compliance and safe
distribution.

The research focuses on comparing di erent VLM architectures (including LLaVA-OneVision-1.5-8B
[2], Qwen2.5-VL-7B-Instruct [6], and InternVL3_5-8B [ 58]) to determine the most e ective VLM for
extracting tabular information from scanned Spanish procurement documents. The results of this
work pave the way for a more open Spanish public procurement system, o ering stronger analytical
insights and signi cant savings by automating tasks that are currently done by hand.



CHAPTER 1. INTRODUCTION

This thesis is organized as follows. Chapter establishes the conceptual framework, covering Spanish
public tenders, PDF modalities, table extraction methods, and VLM approaches. Chapter5 describes
the synthetic dataset licitaciones_dataset_test, including its design goals, generation pipeline, and
annotation schema. Chapter6 presents the experimental setup, evaluation metrics, di culty strat-

i cation, statistical analysis, and results. The evaluation was conducted on an NVIDIA A40 GPU
(48GB VRAM) with CUDA 12.2, enabling e cient batch processing of high-resolution document
images. Finally, the thesis concludes with a discussion of ndings, limitations, and future directions.
This thesis is guided by the following research questions:

RQ1: Which VLM achieves the best table structure accuracy on scanned Spanish public tenders,
measured with S-TEDS and GriTSyrexy (Structure-oriented)?

RQ2: Which VLM achieves the best text delity in extracted tables, measured mainly with
ANLS (content-oriented)?

RQ3: How robust are the evaluated VLMs under varying table complexity and scan quality
conditions?



Chapter 2

Objectives

2.1 Principal Objective

The principal objective is to conduct a comprehensive comparative evaluation of Vision Language
Models (VLMs) for automated table extraction from scanned Spanish public procurement documents

(licitaciones publicas), establishing performance baselines and identifying optimal approaches for real-
world deployment in public sector document processing systems. This work evaluates on a synthetic,
tender-style scanned dataset designed to emulate real procurement scans.

2.2 Secondary Objectives

Dataset Development : Create an annotated dataset of scanned Spanish public procurement
documents containing diverse tabular structures, document formats, and quality variations rep-
resentative of real-world PLACSP/TED procurement pipeline outputs.

" Multi-Model Evaluation : Implement and systematically evaluate multiple VLM architectures
including LLaVA-OneVision-1.5-8B, Qwen2.5-VL-7B-Instruct, and InternVL3_5-8B.

Performance Metrics Framework . Establish comprehensive evaluation protocols using
structure-aware metrics (TEDS, S-TEDS, ANLS, GriTSyoxy) that separate structural delity
and text correctness to provide actionable insights for model selection.
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Chapter 3

Planning

This chapter outlines the planned phases and associated costs for the development and evaluation of
the proposed system (VLM-based table extraction and evaluation) in real document-processing tasks.
The project is planned to be carried out part-time (4 hours/day) over 4 months. To keep the plan
consistent and measurable, each day in the schedule refers to a working day. Assuming 5 working
days/week, 4 months correspond to approximately 16 weeky 80 working days) 320 hours of work.

3.1 Phases

Table 3.1 outlines the planned phases of the project along with their respective durations (working-day
ranges) and corresponding calendar dates or you can check the gurg.l

Activity Name Working Days Dates (2025)
Preliminary research and literature review 1 10 1Sep 12 Sep
De nition of objectives, scope, and evaluation protocol 11 15 15 Sep 19 Sep
Dataset preparation, cleaning, and quality assurance 16 30 22 Sep 10 Oct
Implementation of the inference + evaluation pipeline 31 42 13 Oct 28 Oct
Design and execution of experiments (VLM runs) 43 60 29 Oct 21 Nov
Evaluation, error analysis, and interpretation of results 61 70 24 Nov 5 Dec
Writing and integration of the nal document 71 78 8 Dec 17 Dec
Final review, formatting, and corrections 79 80 18 Dec 19 Dec

Table 3.1: Planned phases of project development (September December 2025, part-time: 4 h/day,
weekdays).

3.2 Costs

The cost estimation is based on:
Workload : 4 hours/day.
Hourly rate : ¢15/hour.

Daily cost : 4 15 = ¢60 per working day.
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Additionally, cloud GPU execution is budgeted using an NVIDIA A40 instance. Current public listings
commonly place the A40 at around $0.40/hour (e.g., RunPod and Vast.ai listings). For conversion,
the ECB reference exchange rate on 22 Dec 2025 is 1 EUR = 1.1745 USD, i.e., 1 USD0.8514 EUR.
A detailed breakdown of the estimated costs associated with each phase is:

Preliminary research and literature review (10 days): time cost 10 60 = ¢600, plus
¢ 270 for access to scienti ¢ articles/databases (if needed). Total ¢870

" De nition of objectives, scope, and evaluation protocol (5 days): time cost 5 60=
¢300.
" Dataset preparation, cleaning, and quality assurance (15 days): time cost 15 60 =

¢,900, plus ¢,20 for storage/backup resources. Total ¢920

~ Implementation of the inference + evaluation pipeline (12 days): time cost 12 60 =
¢ 720
" Design and execution of experiments (VLM runs) (18 days): time cost 18 60 = (1080

For compute, a budget of 200 GPU-hours is allocated (including reruns/contingency). With an
A40 at $0.40/hour, this is $80. Using the ECB rate above, this corresponds to approximately:

80 0:8514 (6811

Total for this phase ¢1080 + (6811 = (114811

" Evaluation, error analysis, and interpretation of results (10 days): time cost 10 60 =
¢,600.
" Writing and integration of the nal document (8 days): time cost 8 60 = ¢480, plus

¢.30 for printing/binding. Total ¢510
Final review, formatting, and corrections (2 days): time cost 2 60 =120
Therefore:

Total time cost (80 days) : 80 ¢60=¢480Q

Total additional costs : (270 (papers) + ¢20 (storage) + ¢68.11 (GPU) + ¢30 (printing)
= ¢38811

Total estimated project cost  : ¢4800+¢38811 518811



CHAPTER 3. PLANNING 3.2. COSTS

Figure 3.1: Planned phases of project development (September December 2025, part-time: 4 h/day,
weekdays).
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Chapter 4

Conceptual framework

4.1 Spanish Public Tenders

Spanish public tenders (icitaciones publicag are competitive calls through which public entities (min-
istries, regional and local governments, public universities, SOES) invite bids for goods, services, or
works [14]. A licitacién is the notice/announcement stage, preceding theadjudicacién (award) and
the contrato (contract), within the broader contratacién publica framework regulated by SpainsLey
9/2017 and the EU procurement directives B].

Spains regime is harmonised with EU directives to ensure transparency, equal treatment and com-
petition [14]. The core statute is Ley 9/2017 de Contratos del Sector Publico, which transposes
Directive 2014/24/EU and Directive 2014/23/EU and codi es principles such as transparency, non-
discrimination and proportionality [ 8. O cial notices must be published on the Plataforma de
Contratacion del Sector Publico (PLACSP) , and for contracts at or above EU thresholds pub-
lication in TED is mandatory [8, 14].

Furthermore, public procurement in Spain is economically material, amounting to roughly 11.5% of
GDP (and about a quarter of public expenditure), as reported by OIReScon and echoed in CNMC
material [43, 11].

However, Spanish tender dossiers often include structure-rich tables (e.g., budget breakdowns, award-
criteria matrices, bid-comparison sheets) and are disseminated as multi-page PDFs via PLACSP and,
where applicable, TED [35. While many les are born-digital, scanned attachments are also common
in practice [42]. This makes licitaciones publicas a production-grade corpus where table extraction
must handle both complex structure and scan degradations.

4.1.1 Motivation and Practical Relevance of Table Extraction in
Licitaciones

Automated table extraction supports procurement analytics by turning budget breakdowns, unit
prices, lots, and totals into machine-readable data that can be monitored and evaluated at scale
across contracting bodies and sectors3p]. It also enables compliance and transparency checks by
recovering criterios de adjudicacién and their weights, making it possible to verify that evaluation
rules are explicit, proportional, and comparable across tenders in line with LCSP and EU principles
[8, 14]. Finally, structured tables are a core input for retrieval pipelines, enabling reliable search, RAG
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assistants, and chatbots over tender dossiers, award notices, and contract dat&j].

4.1.2 Structural Characteristics of Tables in Spanish Tender Dossiers

Tender tables frequently use hierarchical or multi-row headers where column groups are expressed
through spanning cells, and they rely heavily on merged cells to encode structure (e.g., grouped
criteria, grouped amounts). Units and quali ers such as %, e/ or clause references often appear

directly inside header or body cells, and economic annexes commonly contain row grouping with
subtotals and totals (often by lot or work package) [35].

4.1.3 Typical Degradations in Scanned Tender Documents

Scanned tender PDFs typically contain geometric distortions such as skew or slight perspective that
break axis-aligned assumptions for rulings and cell boundaries. They also su er from blur and low DPI,
which weakens thin table lines and degrades text legibility, and from compression artefacts and noise
that introduce false edges or fragmented rulings. In addition, stamps, signatures, and watermarks are
common and can occlude headers or numeric columns, creating hard cases where structure must be
recovered despite partial visual obstruction.

Overall, scanned Spanish public tenders form a standardized, centrally published, and economically
relevant document set where robust table extraction directly enables reproducible procurement ana-
Iytics aligned with LCSP transparency objectives B, 35].

From a document-understanding perspective, tender dossiers therefore form a heterogeneous PDF
corpus that ranges from clean, born-digital les to heavily degraded scans. The next section intro-
duces the PDF modalities considered in this thesis and explains why scanned PDFs require dedicated
extraction strategies.

4.2 PDFs

The Portable Document Format (PDF) is an ISO-standardized digital form for representing electronic
documents so that they can be exchanged, viewed, and printed independently of the software, hard-
ware, and operating system used to create or consume them3]. The standard de nes (i) an imaging
model that describes text and graphics in a device and resolution-independent way and (ii) precise
conformance requirements for both PDF les and PDF processors (e.g., viewers and printers)Lp]. In
practice, a PDF le is a self-contained package that can combine text, vector graphics, raster images,
annotations, metadata, and other resources needed for faithful rendering and reliable interchangéJ).

4.2.1 Scanned PDFs

Scanned PDFs are digital document les created by converting physical paper documents into elec-
tronic format through optical scanning devices. A scanned PDF fundamentally consists of raster
imagestwo-dimensional grids of pixels that capture the visual appearance of the original page, so
characters are not encoded as machine-readable text. Common guidance recommends 300 ppi for
textual records and up to 600 ppi for higher-quality or archival digitization. Because text exists only

as pixels, search and copy/paste are unavailable until a text layer is created (typically via OCR (see

10
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section 4.4.3)). Image quality (resolution, skew, blur, illumination, compression) strongly in uences
readability and the accuracy of any derived text layer [1].

4.2.2 Digital (Born-Digital) PDFs

Born-digital PDFs are generated directly by software (e.g., o0 ce suites). Text is stored as character
codes with fonts and precise coordinates, and many graphics (including lines and shapes) are vector
primitives. As a result, text is inherently selectable, searchable, and accessible to assistive technologies
when properly tagged (PDF/UA), copy/paste preserves characters rather than pixels [L3]. File sizes
are typically smaller than image-only scans because text and vector content are compactly encoded.

4.2.3 Scanned vs. Digital PDFs

As summarized in Table4.1, scanned PDFs encode pages as raster images, whereas born-digital PDFs
use structured, machine-readable text and graphics.

11
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From a table-extraction perspective, this modality di erence directly determines the available signals
and thus the system design. In born-digital PDFs, text tokens, their coordinates, and many graphical
elements (e.g., ruling lines) are accessible as structured objects, enabling pipelines based on PDF
parsing and layout analysis without OCR. In scanned PDFs, these cues are absent. the page is a
raster image, so the text and its spatial anchors must be recovered explicitly or implicitly via end-to-
end vision models. This introduces additional computation and, more importantly, an error cascade
where recognition errors (splits/merges/substitutions) degrade downstream structure reconstruction
and content metrics. For this reason, and because Spanish public tenders are frequently distributed as
scans, this thesis focuses on scanned PDFs and treats the input uniformly as page images, born-digital
PDFs are included only as a contrast case to clarify what information is unavailable in the scanned
setting.

These modality di erences drive algorithmic choices and error modes, we therefore turn to methods
for table extraction.

4.3 Table Extraction From PDFs

Table extraction is a fundamental challenge in document analysis: it aims to convert tabular data from
unstructured inputs (document images, PDFs, scanned documents) into machine-readable structures.
In the scanned-PDF setting targeted in this thesis, tables are observed primarily as visual patterns,
so both the structure (cells, rows/columns, spanning) and the content (cell text) must be inferred
from the page image. Over the past decades, approaches have evolved from rule-based geometric
heuristics to deep learning pipelines and, more recently, end-to-end vision-language models (VLMs),
before surveying these methodological paradigms, we formalize the task decomposition, the table-
structure concepts used by algorithms and evaluation datasets, and the output representations used
for evaluation.

In practice, table extraction is commonly decomposed into three interconnected subtasks: Table Detec-
tion (TD), Table Structure Recognition (TSR), and Table Content Recognition (TCR), which together
form the basis of end-to-end table recognition systems.

Table Detection (TD) focuses on spatial localization within document images. Concretely, TD
identi es the region that contains a table by generating (tight) bounding boxes that encompass
the table boundaries, separating tabular regions from surrounding non-tabular content so that
later stages can operate on isolated table crops§].

Table Structure Recognition (TSR) requires the precise recovery of table rows and columns to
enable cell extraction. Beyond row/column separators, TSR captures the logical organization of
the table, including header/body regions and spanning cells, and converts the table image into
a structured representation that preserves relationships between rows, columns, and cells. The
key di culty is recovering cell boundaries when visual delimiters such as ruling lines are missing
or when cells span multiple rows/columns, which demands robust spatial reasoning3].

Table Content Recognition (TCR) extracts the textual contents and maps them to the corre-
sponding cells. In image-based settings, this typically involves text detection and optical char-
acter recognition (OCR), followed by assignment of recognized text to the correct cell regions,
while also handling empty cells and ambiguous alignments3].

12
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4.3. TABLE EXTRACTION

Table 4.1: Comparative Analysis of Scanned PDFs vs. Digital PDFs

Dimension

Scanned PDFs

Digital PDFs

Content Representation

Text Encoding

Graphics Encoding

Creation Process

Text Selectability

Text Searchability

Layout Information

Accessibility

File Size

Resolution Dependency

Processing Complexity

Degradation Sources

Common Use Cases

Raster images (pixel grids) encoding
visual appearance

Text exists only as visual patterns in
pixel data, not machine-readable

All visual elements (lines, shapes,
borders) represented uniformly as pixels

Physical document ! scanning device!
raster image ! PDF embedding

Not selectable without an added text
layer

Not searchable until a text layer exists

Must be inferred from visual appearance
through image analysis

Inaccessible to screen readers without a
text layer

Often larger due to embedded raster
images, size depends on resolution and
compression

Quality determined by scanning
resolution, cannot exceed source image
quality

Higher: image processing and pattern
analysis

Scanner noise, lighting artifacts, paper
damage, skew, warping, bleed-through
Legacy archives, historical documents,
handwritten forms, physical-only
originals

Structured primitives: text objects with
coordinates, vector graphics, embedded
resources.

Text stored as character codes with font
references and positioning metadata,
fully machine-readable.

Vector graphics de ned mathematically
through path and painting operators,
resolution-independent.

Software application ! direct PDF
generation with structured content.

Fully selectable and copyable natively.

Fully searchable through embedded
character data.

Partially explicit through positioning
coordinates, logical structure still
inferred.

Accessible to assistive technologies
through embedded text.

Often smaller for text/vector content
due to compact object encoding,
embedded images can still dominate size.
Resolution-independent for text and
vector content, scales losslessly.

Lower: direct text parsing and geometric
analysis.

Encoding issues, font embedding,
complex transforms.

Modern reports, generated documents,
web-to-PDF exports, programmatically
created docs.

13
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End-to-end table recognition integrates TD, TSR, and TCR into a uni ed pipeline that produces
complete table outputs directly from document images. A central motivation is to reduce the
fragility of cascade designs, where errors in earlier stages propagate to later stages, end-to-end
approaches therefore emphasize the interdependencies between detection, structure, and content

[15].

4.3.1 Table structure concepts

Tables constitute a fundamental data structure for organizing, presenting, and comparing information

in a compact, visually accessible format through systematic arrangement of data into rows and columns
that intersect to form cells [64]. Their widespread adoption in scienti ¢, business, and administrative
documents re ects cognitive advantages such as rapid visual scanning, side-by-side comparison of
values, and the ability to represent multivariate data more compactly than narrative text [ 41]. With
this intuition, we decompose tables into the core building blocks typically targeted by TSR models
and evaluation datasets.

Fundamental Table Components

A well-formed table consists of several essential structural elements:

1. Cells: The atomic units of tables. Cells are rectangular regions containing individual data
values, which may be textual, numerical, or empty (null values) B4].

2. Rows: Horizontal sequences of cells extending across the table width, typically representing
records, observations, time periods, or entities§4]. Rows are identi ed by consistent horizontal
alignment of their constituent cells [46].

3. Columns: Vertical sequences of cells extending down the table height, typically representing
attributes, variables, categories, or measurement typesgd]. Columns exhibit consistent vertical
alignment and (often) uniform semantic meaning K6].

4. Grid structure:  The implicit or explicit orthogonal lattice formed by the intersection of rows
and columns, de ning the table topology [64]. In bordered tables, the grid is explicitly visualized
through ruling lines separating cells R7]. In borderless tables, the grid is implied through spatial
alignment and whitespace without physical demarcation [L§)].

5. Spanning (merged) cells:  Cells that occupy multiple rows (row-spanning) or multiple columns
(column-spanning), used to group related information or represent hierarchical headers4[].
Formally, a spanning cell covers a rectangular region om n grid positions wherem > 1 or
n> 1, in HTML, like representations this corresponds to rowspan and colspan [57]. Accurate
spanning recovery is crucial because incorrect merges/splits distort the inferred table topology
and semantics .

6. Headers: Special rows or columns (or both) that provide semantic labels for the data in cor-
responding columns or rows 41]. Column headers typically appear at the top, projected row
headers appear at the left, multi-level headers form hierarchical label structures spanning mul-
tiple rows or columns [9].

14
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7. Empty cells: Cells containing no data, which may indicate missing values or structural spacing
[16]. Empty cells complicate TSR/TCR because they lack visual content to anchor detection
and alignment [27].

Finally, many tables require inferring structure from visual cues rather than relying on explicit ruling
lines. This motivates distinguishing cell spatial structure (pixel-level localization in the image) from
logical structure (semantic row/column indices). Modern TSR methods increasingly use graph-based
representations to jointly encode visual geometry and logical relations, improving robustness across
diverse table layouts B3].

Table Complexity Dimensions

Tables exhibit varying degrees of structural complexity, which signi cantly impacts the di culty of
automated recognition and extraction [64]:

Simple tables: Rectangular grids with uniform rows and columns, no spanning cells, consistent
single-level headers, and clear delineation through borders or whitespaci&f]. Example: a basic
product price list with columns for product name, SKU, price, and availability [ 41].

Complex tables:  Non-rectangular structures featuring multi-row/multi-column spanning cells,
hierarchical multi-level headers, nested subtables, missing or empty cells, irregular borders, and
semantic heterogeneity across regionglf]. Example: nancial statements with grouped headers,
subtotals, and hierarchical category structures p4].

Borderless tables: Tables without explicit ruling lines, where structure is conveyed through
spatial alignment, font variations, and whitespace R7]. These challenge pipelines that rely on
line detection heuristics [L6].

Distorted/degraded tables: Tables a ected by rotation, warping, perspective transforma-
tions, blur, compression artifacts, or low-resolution scans44]. Such distortions complicate spa-
tial reasoning and alignment-based methodsd4].

The diversity of table structures motivates exible table understanding models capable of generalizing
across these complexity dimensions without structure-speci ¢ customization 46].

4.3.2 Output representations

Table extraction outputs can be serialized in multiple formats depending on downstream needs and
what a model predicts, these formats di er in how explicitly they encode topology and spanning.

HTML has become a predominant representation for encoding both structure and content. It
provides explicit structural elements (<table> , <thead>/<tbody>, <tr>, <td>/<th>) and di-
rectly encodes spanning throughrowspary colspan . Its tree hierarchy (table ! thead/tbody !

tr I td) is particularly convenient for structure-aware evaluation [66].

JSON o ers a exible alternative that can encode structure (rows/cells), spanning attributes,
header/body ags, and optional metadata (e.g., con dence scores or coordinates). This exibility
is attractive for modern pipelines, even if it is less standardized than HTML for tables p5)].
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When models output HTML-like structures, a common practice is to evaluate global structure and con-
tent jointly using tree-based similarity metrics such as Tree-Edit-Distance-based Similarity (TEDS),
which compares the HTML tree via edit operations (insertion/deletion/substitution) and can distin-
guish structural errors from content errors [66].

Equipped with these de nitions, structural concepts, and representations, the next section surveys
the evolution of table extraction methods from early rule-based pipelines to modern deep learning
approaches.

4.4 Traditional Approaches

Before the recent shift toward Transformer-based and vision language models, table extraction was
dominated by rule-driven pipelines that decomposed the problem into modular steps and exploited
whichever signal the document modality o ered (pixels, vector graphics, or positioned text). This
section reviews these traditional approaches in a progression from (i) purely visual, geometry-based
heuristics for document images, to (ii) vector/text heuristics for born-digital PDFs, and nally (iii)
OCR-centered pipelines for scanned PDFs. This historical trajectory provides the necessary context
for the scanned Spanish tender, where scan artifacts and heterogeneous layouts frequently break brittle
heuristics and motivate learning-based table understanding.

4.4.1 Rules & Geometry

The earliest approaches to table extraction in the 1990s and early 2000s relied fundamentally on
rule-based heuristics and geometric analysis to identify and parse tabular structures within document
images R6]. During this era, researchers operated without the bene t of large-scale annotated datasets
or deep learning architectures, instead, they developed deterministic algorithms grounded in the visual
properties of tables, primarily the presence of ruled lines, whitespace regularities, and text alignment
patterns [26]. These methods conceptualized tables as geometric constructs characterized by orthog-
onal line segments that form grid structures, with cells de ned by the intersections of horizontal and
vertical boundaries [26].

A representative approach involved applying morphological operations such as erosion and dilation
to identify ruled lines, followed by analyzing connected components to extract horizontal and vertical
line segments, and nally detecting intersections to infer cell boundaries 15]. For borderless tables,
the algorithms relied on analyzing the spatial distribution of text blocks, detecting consistent vertical
and horizontal alignments, and inferring implicit grid structures through whitespace analysis [L0].
Historically, early milestones include Laurentini and Viada (1992), see Fig.4.2, who identi ed tables
by detecting horizontal and vertical ruling lines [30], Pyreddy and Crofts TINTIN system (1997),
see Fig.4.1, which used weighted heuristics to separate and index text tables4f], and Gatos et al.
(2005), who located tables via horizontal/vertical line detection and reconstructed cell grids from their
intersection pairs [17].

Flexible systems combining rule-based algorithms were developed to handle diverse table formats
by incorporating domain-speci ¢ knowledge about table layouts and structures. However, the high
variability of table layouts (e.g., spanning cells and diverse visual relationships) means such heuristic
pipelines often require substantial per-domain engineering and remain sensitive to formatting changes,
which limits their portability across document types [34]. The fundamental constraint was that hand-
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Figure 4.1: The architecture of the TINTIN system [45].

Figure 4.2: Functional block diagram of the Laurentini and Viada system algorithm [30].

crafted heuristics could not capture the immense diversity of table presentations found across dif-
ferent domains, document types, and authorial styles, necessitating a transition toward data-driven
approaches that could learn robust representations from examples3f].

While these rule-based and geometric pipelines can be e ective when ruling lines or strong alignment
cues are present, they remain fragile under formatting variation and require extensive per-domain
engineering. Importantly, their reliance on pixel-level evidence is not always necessary: in born-digital
PDFs, text coordinates and vector primitives are explicitly available and can be analyzed directly.
This motivates the next subsection on vector/text heuristics, which replace image-based line detection
with structured parsing of positioned text and graphical operators in digital PDFs.

4.4.2 \ector/Text Heuristics

The 2010s witnessed a methodological shift toward exploiting the structured nature of digital PDFs,
which encode textual content with explicit positioning information and vector graphics primitives

17
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[38]. Digital table extraction approaches leveraged the fact that PDF les internally represent text

as character streams with associated bounding box coordinatelsXmin ; Ymin ; Xmax; Ymaxd and preserve
vector representations of graphical elements such as lines and rectangles. Researchers developed
heuristic algorithms to analyze the spatial relationships between text elements, grouping characters
into words, words into text blocks, and text blocks into cells based on proximity, alignment, and
whitespace gaps. For tables with explicit ruling, vector line segments could be directly extracted from
the PDF's graphical content and used to de ne cell boundaries deterministically. Advanced systems
implemented multi-stage pipelines that rst identi ed candidate table regions by detecting rectangular
arrangements of text blocks with consistent row and column structures, then performed functional
analysis to classify rows as headers or data based on font properties, text styles, and positional cues
[36].

Tabula, a representative platform from this era released in April 2013 by Millébn de Monos, provides
table extraction for digital (text-based) PDFs by operating on PDF text positions rather than OCR

[5]. In practice, users select page ranges or draw regions of interest and choose a parsing strategy: the
Spreadsheet mode (later called Lattice) uses ruling lines present in the PDF to reconstruct a grid
whose cells bound the text, while the default Original mode (later Stream) groups characters into
words and lines using their coordinates and whitespace patterns to infer columns and assemble rows.
The desktop app exports CSV (Excel-friendly), and for batch processing in that period the tabula-
extractor command-line tool supported CSV/TSV/JSON/HTML with page/area/column options,
downloads and usage examples were provided for reproducible runsZ.

While these vector/text heuristic methods achieved high accuracy on well-formatted digital documents,
particularly nancial reports, invoices, and structured forms, they remained fundamentally limited by
their reliance on domain-speci ¢ rules and explicit structural cues. The approaches failed on scanned
documents where text and structure must be inferred from pixels, could not handle the visual richness
of tables in scienti c papers or infographics where structure is implied rather than explicit, and
required substantial re-engineering when applied to new document types or domains. Moreover, the
proliferation of diverse table styles and the need to process legacy scanned documents underscored
the necessity for more robust, learning-based approaches capable of generalizing across document
modalities [29, 36)].

Despite strong performance on well-formed born-digital PDFs, vector/text heuristic methods funda-
mentally depend on access to positioned text and vector graphics, and therefore degrade on scanned
PDFs where the document is reduced to pixels. In the scanned Spanish tender setting, this modality
shift is common and often unavoidable due to archival practices and legacy digitization. As a result,
OCR becomes the gateway technology that recovers text tokens and spatial cues from raster pages,
enabling downstream detection and structural reasoning on scanned documents.

443 OCR

Optical character recognition (OCR) converts document images into machine-readable text and typi-
cally returns the recognized strings together with spatial metadata (word/line bounding boxes, reading
order, con dence). OCR systems are commonly organized as a sequential pipeline that progressively
transforms raw pixels into text by combining image pre-processing, layout analysis, and recognition,
followed by context-based correction §0].

OCR is modality-dependent. Digital PDFs expose positioned text and vector graphics, so OCR
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is usually unnecessary, whereas scanned PDFs are raster images and thus require OCR to recover
text content and token coordinates. In scanned-document table extraction, OCR is therefore both
a prerequisite (to obtain tokens) and a potential source of noise that a ects downstream structure
recovery [60].

Pipeline patterns for scanned tables: Two patterns are common in scanned-PDF work ows. The
rstis TD ! TSR ! OCR: detect the table and its cells from pixels, then run OCR inside each
cell to obtain content. The second is OCR- rst: recognize the whole page rst and then perform
structure recovery (TSR) over the recognized tokens and their coordinates. Both exhibit an error
cascade: recognition mistakes (splits/merges, substitutions, missing punctuation/diacritics) perturb
token geometry and reading order, which then degrades header inference, row/column alignment,
spanning-cell decisions, and content-level metricso[].

OCR system pipeline (Figure 4.3): A standard OCR work ow proceeds through pre-processing,
segmentation (layout analysis), normalization, feature extraction, recognition/classi cation, and post-
processing, with optional quality checks that may trigger re-processing. The gure re ects this struc-
ture: pre-processing (binarization, noise reduction, skew correction, morphological operations), seg-
mentation (page/line/word/character), normalization (standardized character matrices), feature ex-
traction (statistical and structural descriptors), recognition (e.g., neural networks, SVMs, template/s-
tatistical methods), and post-processing (context-based and dictionary-driven correction) §0].
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Figure 4.3: Typical OCR pipeline: pre-processing, segmentation, normalization, feature extraction,
classi cation/recognition, and post-processing with a quality-check loop.

Image pre-processing and morphology: Pre-processing aims to reduce acquisition artifacts while
preserving character shape, because errors here propagate to all later stages. Typical operations
include binarization/thresholding, noise reduction, and skew correction (e.g., via Hough-transform or
projection-pro le based methods) [60]. Morphological operations are often used to repair or simplify
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strokes: dilation expands foreground strokes to reconnect broken characters, while erosion shrinks
strokes to remove small blobs or separate lightly connected component§(]. For tables, morphology

is also useful to isolate ruled lines: erosion with a long horizontal (or vertical) structuring element
suppresses most non-line content, and a subsequent dilation restores line thickness to yield clean
horizontal/vertical line masks that can support grid recovery [60]. Additional operations such as
thinning/skeletonization can reduce strokes to a stable medial axis, which can simplify downstream
feature computation [60]. OCR accuracy is also sensitive to input quality: low scan resolution and
lossy compression can destroy thin strokes and introduce artifacts, as a rule of thumb, at least 200 dpi
is typically required and 300 dpi is preferred, and lossless formats (e.g., TIFF with CCITT Group 4)
generally preserve recognition cues better than lossy encodings (e.g., JPEG(.

Layout analysis, segmentation, and normalization: Segmentation is often the most brittle com-
ponent in classical OCR because recognition assumes that text has been correctly isolated. A common
hierarchy is page! line! word! character, where page regions are rst separated into homogeneous
zones (text, gures, tables), then text lines are detected, followed by word and (in older systems) char-
acter segmentation p0]. Approaches may be top-down (recursively split regions), bottom-up (group
connected components), or hybrid p0]. After segmentation, normalization standardizes character (or
line) representations into consistent matrices (e.g.,m n) to reduce variability in scale and position
and to provide a uniform input to feature extractors and classi ers [60].

Recognition and language-level post-processing: Classical recognition maps feature vectors to
character classes using template matching or statistical classi ers, SVMs and related kernel methods
have also been widely used for supervised OCR classi catior6)]. Feature extraction can be statistical
(zoning, moments, projection histograms) or structural/topological (holes, endpoints, stroke patterns),
and these descriptors are designed to separate visually similar character§(]. Modern OCR systems
increasingly perform line-level sequence recognition with deep models (e.g., CNN feature extractors
combined with LSTM/BILSTM sequence modeling), and many are trained end-to-end using CTC-
style objectives to reduce reliance on explicit character segmentatior2p, 60]. More recent approaches
replace recurrent decoders with Transformer-based recognizers, including OCR-oriented Transformers
such as TrOCR [60]. Finally, post-processing applies context-based correction (spelling correction,
dictionary lookup, language constraints) to improve plausibility and consistency of decoded strings
[60].

Tesseract in scanned-document work ows: A widely used open-source OCR engine is Tesseract
(ICDAR 2007) [47]. In its classic (pre-deep-learning) architecture, Tesseract followed a segmentation-
centric pipeline: adaptive binarization, connected-component analysis to obtain glyph blobs, text-
line nding and word grouping based on geometry and spacing, and a two-stage recognition scheme
combining a static classi er with an adaptive classi er that learns document-speci ¢ glyph variations.
Finally, language constraints were applied via a DAWG (Directed Acyclic Word Graph) dictionary
structure for plausibility checks and dictionary-based correction. Later, Tesseract 4 introduced an
LSTM-based recognizer for whole text-line recognition, shifting from character-level decisions toward
line-level decoding and mitigating segmentation errors while remaining compatible with established
OCR-to-structure work ows [ 54, 55].

Once scanned content is available, either as raw page pixels or as OCR tokens with spatial coordinates,
the bottleneck is no longer character recognition but table understanding: localizing table regions and
recovering structure (rows, columns, and spanning cells) while preserving the logical relationships that
de ne the grid. In scanned Spanish licitaciones, skew, stamps, blur, and compression artifacts weaken
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Figure 4.4: SPLERGE: split merge paradigm for table structure. The split model rst over-segments
the page by predicting horizontal/vertical separators to form a dense grid, the learned merge model
then fuses adjacent cells to recover the true layout, including multi-row and multi-column spans
(example: Precipitation 2001 2005) [ 53.

visual cues and distort token alignment, amplifying OCR-driven error cascadesq0]. These limitations
exposed the brittleness of rule-based systems and drove a transition to data-driven approaches. The
next subsection reviews the early deep-learning models for table detection and structure recognition,
before turning to OCR-assisted multimodal pretraining and OCR-free image-to-text VLMs.

4.4.4 Early Deep Learning for Tables

Adoption of deep learning architectures for table detection and structure recognition began around
2016/2017, with researchers adapting successful object detection frameworks to the table domain
while still largely operating within the traditional multi-stage pipeline paradigm [ 22]. Early work
applied Faster R-CNN based detectors to table detection (e.g., Gilani et al., ICDAR 2017), and
subsequent variants explored Mask R-CNN and Cascade Mask R-CNN, treating tables as objects to
be localized within document images 18, 22, 50]. These approaches demonstrated that deep learning
achieved a great success in table detection, with Faster R-CNN models trained on relatively small
datasets achieving reasonable detection accurac®f]. DeepDeSRT (ICDAR 2017) is an early end-to-
end exemplar that jointly addressed table detection and table structure recognition {6].

For table structure recognition, methods such as DeepDeSRT introduced neural networks for row
and column detection, though many systems still employed custom pipelines that branch to consider
di erent cases separately, such as training separate models to recognize tables with and without visible
borders 0. SPLERGE uses a learned merge model that merges adjacent grid cells to recover spanning
cells B3], see Fig.4.4.

HybridTabNet (2021), see Fig. 4.5, is a deep-learning detection method built on Hybrid Task Cascade
with deformable convolutions, it does not perform structure recognition and explicitly avoids rule-
based pre/post-processing, while achieving strong F1-scores on ICDAR dataset8q).

A representative multi-stage architecture from this period, Multi-Type-TD-TSR, decomposed table
extraction into sequential stages: (1) Table Detection inside a document image, (2) Table Structure
Recognition to identify rows, columns, and cells, see Fig4.6, using a learned detector for TD and
deterministic methods for TSR [15]. However, these early deep learning methods inherited signi cant
limitations from their pipeline-based design: error propagation remained problematic as mistakes in
TD corrupted TSR inputs, the systems required engineered model components or custom training
procedures tailored speci cally to tables, and the approaches use custom pipelines that branch to
consider di erent cases separately, lacking the generality to handle diverse table formats without
task-speci ¢ modi cations [ 50, 22].
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Figure 4.5: The HybridTabNet architecture for table detection and segmentation [39].

Figure 4.6: The two-stage process of TD and TSR in Multi-Type-TD-TSR [15].
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Table 4.2: Improvements across early deep-learning table models: what got better, and what still

limited performance.

Year Model What improved Still limited by
2017 Gilani et al. Reliable table detection using Detection-only, no structure
(ICDAR'17) Faster R-CNN, strong jump over (rows/columns/cells), small
classical CV baselines. training sets.
2017 DeepDeSRT Early end-to-end pipeline tack- Branched/custom pipelines, frag-
(ICDAR'17) ling both TD and TSR, rst ile generalization, constrained by
widely cited DL approach to full tiny datasets.
table parsing.
2019 SPLERGE Better handling of spanning cells Quality of split/grid proposals,
(ICDAR'19) via split-then learned merge, TSR remains a separate, error-
fewer heuristic merges. prone stage.

2021 HybridTabNet State-of-the-art detection with Detection-only, TSR not ad-
HTC + deformable convs, robust dressed, pipeline remains multi-
on diverse page layouts. stage.

2021 Multi-Type-TD- Type-aware pipeline: strong Hand-engineered TSR, error

TSR learned TD + deterministic TSR  propagation from TD to TSR,

(bordered vs. unbordered) im-
proves robustness.

limited exibility on complex
layouts.

The table 4.2 summarizes what we have shown earlier in this section: how early deep-learning models
for tables improved step by step with the limits it faced.

Pushing beyond small datasets and hand-crafted pipelines required both scale and new architectures.
As larger datasets emerged and supervision became richer, attention-based models provided a natural
mechanism to capture long-range row/column dependencies and global table regularities. The next
subsection therefore traces the transition from CNN-centric pipelines toward Transformer-based table
detection and structure recognition.

4.4.5 Transformer-Based Table Detection and Structure Recogni-
tion

A Transformer is an encoder decoder architecture that models long-range dependencies using self-
attention, where each token scores all other tokens and aggregates them into a weighted, context-
aware representation, instead of recurrence or convolutiondg]. The encoder stackaN identical layers,
each with multi-head self-attention and a position-wise feed-forward network, wrapped by residual
connections and layer normalization. The decoder also stackd layers, adding (i) masked self-attention

to preserve autoregressive generation, which is a generation paradigm where a model encodes an input
(e.g., an image) and then decodes an output token by token, each new token is predicted conditioned
on the input and all previously generated tokens, and (ii) encoder decoder attention to condition on
the encoded input. Because attention is permutation-invariant, positional encodings are added to
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token embeddings to inject order information, see Fig.4.7.

Figure 4.7: Original Transformer architecture (Vaswani et al., 2017). Left: encoder stack oN layers,
each consisting of multi-head self-attention followed by a position-wise feed-forward network, with
residual Add&Norm blocks. Right: decoder stack ofN layers with masked multi-head self-attention,
encoder decoder attention, and a feed-forward network, producing output probabilities via a linear
layer and softmax. Positional encodings are added to the input and output embeddings to encode
order [56).

Building on this design, Detection Transformer (DETR) recasts object detection as set prediction: a
CNN backbone converts an image to a feature map that is combined with positional encodings and
processed by the transformer encoder, the decoder consumes a xed set of learned object queries and,
via shared feed-forward heads, produces one prediction per query (class or no-object plus a bounding
box). Training uses set-based bipartite matching, enabling end-to-end detection without proposals or
NMS [9], see Fig.4.8.

Figure 4.8: Detection Transformer (DETR) schematic: encoder decoder with learned object queries
for end-to-end detection P].

Table Transformer (TATR) adapts DETR to document pages and models all three tasks: table detec-
tion (TD), table structure recognition (TSR), and functional analysis (FA) as object detection [ 50.

TATR uses a ResNet-18 backbone with a transformer encoder decoder to jointly predict table, row,
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column, and header-related objects. For TSR and FA, it introduces a joint formulation with six ob-
ject classes (table, table column, table row, table column header, table projected row header, table
spanning cell), where the intersection of each row/column pair forms an implicit table grid-cell class,
dilated bounding boxes expand adjacent row/column boundaries halfway to remove gaps between
cells.

TSRFormer (2022) and TRUST (2022) further re ned Transformer architectures speci cally for TSR.
TSRFormer introduced a two-stage DETR-based separator prediction (SepRETR) that explicitly mod-
eled row and column structures with specialized attention and matching re nements B2]. TRUST
proposed an accurate and end-to-end table structure recognizer using splitting-based Transformers,
decomposing TSR into cell splitting and merging operations realized by a Query-based Splitting Mod-
ule and a Vertex-based Merging Module 21]. TableFormer (2022) contributed a Transformer-based
table structure understanding approach that jointly encodes table images and structure, introducing
an object-detection decoder for cell bounding boxes and a Transformer structure decoder (replacing
LSTMs) to improve structural delity and TEDS [ 37]. Collectively, these methods demonstrate that
Transformers self-attention enables models to focus on the most relevant regions and capture long-
range relations among cells, rows, and columns across an entire table, which is harder for purely
CNN-based pipelines 21].

Although Transformer-based architectures reshaped model design, their practical success in table
understanding was tightly coupled to the availability of large-scale, high-quality supervision and stan-
dardized protocols. In particular, improvements in annotation completeness (including blank cells
and spanning structures), canonicalization, and quality control substantially reduced ambiguity and
enabled fairer training and comparison across methods. For this reason, we next review the major
large-scale table datasets that accelerated progress and in uenced how modern systems are trained
and evaluated.

4.5 Large-Scale Table Datasets

Furthermore, the scarcity of large-scale annotated training data constrained model capacity, for ex-
ample, ICDAR 2013 contained only on the order of 150 tables (e.g., 150 156 depending on the
split) [19). This motivated a shift toward building large-scale datasets with richer supervision and
more standardized protocols, with TableBank, PubTabNet, and PubTables-1M supplying orders of
magnitude more data for training and evaluation [31, 66, 51].

Between 2019 and 2022, dataset scale increased substantially, and annotation quality improved in ways
that directly a ected what models could learn: more tables, more diverse layouts, explicit spanning-
cell handling, and better quality control. These developments reduced structural ambiguity and made
comparison across methods more meaningful, which in turn enabled stronger learning-based models
to generalize beyond brittle, hand-crafted pipelines.

The development of TableBank (2020) represented a watershed moment, providing 145,463 tables from
scienti ¢ articles by automatically extracting tables and their LATEX source code from arXiv papers
[31], though it supported only cell topology and content without location information [ 51].

SciTSR (2019) contributed 14,933 tables from PDF documents with both topology and content an-
notations [51]. The landmark PubTabNet dataset (2020) scaled to 568,000 tables (with 510,000
annotated and released) extracted from scienti c literature in PubMed Central, providing cell content
and topology but initially with cell bounding boxes covering only text portions, excluding whitespace
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[51].

FinTabNet (2020) introduced 112,826 tables from nancial documents, addressing the domain speci-
city of nancial table structures [ 51].

The most signi cant contribution came with PubTables-1M (2021), which contains nearly one million
tables from scienti ¢ articles and introduced multiple critical innovations [ 50].

Unlike previous datasets, PubTables-1M provided: (1) complete spatial annotations including bound-
ing boxes for all rows, columns, and cells, including blank cells, enabling the TSR task to be framed
as outputting cell locations rather than merely cell content, (2) functional analysis annotations speci-
fying column headers, projected row headers, and spanning cells, (3) canonicalization procedures that
corrected oversegmentation, a pervasive annotation error where spanning cells are incorrectly split
into multiple grid cells, which leads to ambiguous and inconsistent ground truth because there could
be multiple possible valid interpretations for a table's structure, and (4) quality control mechanisms
including automated veri cation that the average normalized edit distance between cell text in XML
annotations and extracted PDF text remains below 0.05, ensuring annotation consistencys[)].

The canonicalization algorithm merged adjacent cells under certain conditions in table headers[],
eliminating oversegmentation that a ected 58.65% of PubTabNet tables and 98.87% of FinTabNet
projected row headers $1]. Smock et al. (2021) demonstrated that these dataset improvements alone
led to a signi cant increase in training performance for TSR models 50]: comparing models trained
on canonical versus non-canonical data showed table accuracy improved from 53.60% to 69.44% for
complex tables p1].

While these datasets largely originate from scienti c and nancial document collections, they shaped
the dominant task de nitions, supervision formats, and evaluation practices used by modern table
models. In contrast, scanned Spanish public tenders often exhibit stronger acquisition noise (skew,
stamps, blur, compression) and layout idiosyncrasies (multi-page tables, units, and procurement-
speci ¢ headers), making robustness under scan artifacts a primary concern in this thesis. This
motivates a careful discussion of evaluation metrics, since the choice of metric determines whether im-
provements re ect better structure recovery, better text recovery, or simply reduced OCR/generation
noise.

Large-scale datasets enabled more powerful models, but they also made evaluation more consequential:
di erent annotation choices (e.g., whitespace coverage, spanning-cell canonicalization, and functional
labels) can change what it means for a prediction to be correct. As a result, the eld moved from
simple region overlap and adjacency checks toward structure- and content-aware metrics that better
re ect logical correctness. The next section therefore summarizes the evaluation methodologies most
commonly used for table detection and table structure recognition, and clari es what each metric
captures and where it can be misleading, especially in scanned-document settings where OCR or
generation noise can dominate.

4.6 Evaluation Metrics

Evaluating table understanding systems has evolved from region-overlap checks into structure- and
content-aware scoring. In this thesis, models generate tables in HTML, so evaluation focuses on
structural delity and text correctness rather than bounding-box localization.

In addition to table-structure metrics, we report page-level detection metrics for table presence. Each

page is treated as a binary instance indicating whether it contains at least one table. A prediction
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is counted as a true positive (TP) if the model outputs at least one valid table on a page that truly
contains a table, a false positive (FP) if it outputs a table on a table-free page (hallucination), a false
negative (FN) if it outputs no table on a page that contains a table, and a true negative (TN) if it
outputs no table on a table-free page. Precision measures how often predicted table pages are correct,
recall measures how many table pages are found, and F1 balances both. In addition, speci city (true
negative rate) measures how well the model avoids hallucinating tables on pages that contain none,
which is especially important in document collections with many non-tabular pages.

Precision= L Recall = L

" TP+ FP’ " TP+ FN’

2 Precision Recall S ™
Fl= Precision+ Recall ’ Speci city = TN + FP’

Tree-Edit-Distance-based Similarity (TEDS), introduced with PubTabNet, compares predicted and
ground-truth tables as HTML trees and returns a similarity score that re ects structural delity and,
when enabled, textual content E6]. A structure-only variant (often called S-TEDS) disables text
comparison to reduce OCR or generation confounds, enabling cleaner analysis of structure learning
[23]. TEDS can be aected by di erences in HTML serialization, distinct but equivalent renderings
may score di erently.

Grid-based Table Similarity (GriTS) represents tables as matrices and decomposes evaluation into
complementary scores for topology and content consistency4p, 48]. In our setting, GriTS is applied
to the table grid induced by the HTML structure (rows/columns/spans), without relying on bounding-
box localization.

Alongside structure metrics, we report ANLS to measure textual delity while being robust to minor
recognition di erences. Taken together, these metrics provide complementary views: page-level table
presence (Precision/Recall/F1), structure (TEDS/S-TEDS, GriTS), and text correctness (ANLS, and
the content components of TEDS/GriTS where applicable).

The evaluation metrics used in this thesis are:

~

Precision / Recall / Fl-score / Specicity (page-level table presence): Standard
classi cation metrics computed from TP/FP/FN/TN by treating each page as a binary instance
indicating whether it contains at least one table. Speci city (true negative rate) quanti es how
often the model correctly predicts no table on pages without ground-truth tables, and therefore
directly measures hallucination avoidance.

Tree-Edit-Distance-based Similarity (TEDS): Measures structural delity and content
accuracy by computing normalized tree edit distance over HTML table structures. Introduced
with PubTabNet [ 66]. The exact operational de nition and formula are provided in Section 6.4.

~  Structure-TEDS (S-TEDS): Structure-only variant of TEDS computed after removing text
nodes to focus on structural correctness. Explicitly de ned and reported by VAST R3]. The
exact operational de nition and formula are provided in Section 6.4.1

Average Normalized Levenshtein Similarity (ANLS): Measures textual delity using nor-
malized edit distance. The exact operational de nition and formula are provided in Section6.4.2

" Grid-based Table Similarity (GriTS): O cial metric from PubTables-1M [ 49, 48] that
decomposes TSR into complementary scores: GriTSTop (topology), GriTSLoc (location), and
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GriTSCon (content). We do not compute the full GriTS metric in this evaluation.

Custom Grid-Jaccard proxy: We use a custom grid-based similarity metric (labeled as
GriTSproxy in evaluation outputs for brevity, but not the o cial GriTS metric) that combines cell
ratio and token Jaccard similarity. The exact de nition and formula are provided in Section 6.4.1

4.7 VLM Approaches for Scanned Table Extraction

In scanned PDFs, tables are observed primarily as visual patterns, so both structure (rows, columns,
spanning cells) and content (cell text) must be recovered from pixels. This motivates two recent
model families that unify multiple steps of the pipeline: (i) OCR-assisted multimodal pretraining,
which integrates OCR text and layout into a single Transformer, and (ii) end-to-end OCR-free vision
language models, which learn to read and reason directly from pixels.

4.7.1 OCR-Assisted Multimodal Pretraining

The period from 2020 to 2022 witnessed the emergence of multimodal pretraining strategies that
jointly learned from textual, visual, and spatial information in documents. These methods integrated
OCR outputs as an intermediate representation while introducing uni ed Transformer architectures
that model relationships between text semantics, layout structure, and visual appearance.

In scanned table extraction, OCR-assisted models are particularly relevant because they treat the
document as a set of positioned tokens rather than as raw pixels. This makes them strong baselines
when OCR quality is reasonable, but it also means they inherit OCR failure modes under skew, blur,
low DPI, stamps, and compression artifacts, which are common in scanned Spanish tender dossiers.

LayoutLM: Joint Modeling of Text and Layout

LayoutLM (2020) , introduced by Xu et al., initiated this paradigm by proposing to jointly model
interactions between text and layout information across scanned document images, representing the
rst time that text and layout are jointly learned in a single framework for document-level pre-training
[62]. Architecturally, it extends BERT with three embedding types:

A~

Text embeddings: standard BERT tokenization and token embeddings.

2-D position embeddings: bounding-box coordinates(Xo; yo; X1;Yy1) for each token, normal-
ized and embedded through learnable embeddings, enabling spatial reasoning over document
layouts.

Image embeddings: visual features extracted per token region (via Faster R-CNN), injecting
cues such as font styles, text direction, and local appearance into the language representation.

Pretraining uses a Masked Visual Language Model (MVLM) objective that masks text tokens while
retaining their 2-D positions, forcing the model to predict masked tokens using both linguistic context
and layout cues p2]. For tables, this setup is naturally aligned with the TSR/TCR interface: table
structure is re ected in repeated alignments of positioned tokens (rows, columns, headers), and the
model can learn to exploit these regularities.
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LayoutLMv2: Stronger Spatial Reasoning and Visual Features

LayoutLMv2 (2020 2021) extended the architecture by introducing spatial-aware self-attention
mechanisms that explicitly model spatial relationships between text segments, and by incorporating
more sophisticated image features from pretrained vision backbone$]]. These changes strengthen
the models ability to connect distant tokens that are spatially related (for example, tokens aligned
within a column or header group), which is important for tables with multi-row headers and merged
cells. However, the reliance on CNN-based image encoders and region feature extraction introduces
additional computational overhead and keeps the pipeline tightly coupled to OCR text boxes.

LayoutLMv3: Uni ed Text Image Masking Without CNN Backbones

LayoutLMv3 (2022) , proposed by Huang et al., represented an important architectural advance
by becoming the rst multimodal model in Document Al that does not rely on a pre-trained CNN

or Faster R-CNN backbone to extract visual features P4]. Instead, it directly leverages raw image
patches: document images are resized, split into uniform patches, linearly projected, and attened into

a sequence of vectors. This removes heavy CNN backbones and avoids region annotations, simplifying
the model while improving e ciency [ 24).

LayoutLMv3 employs a uni ed multimodal Transformer with three complementary pretraining objec-
tives:

1. Masked Language Modeling (MLM): masking text tokens (span masking) and reconstruct-
ing them from multimodal context.

2. Masked Image Modeling (MIM): masking image patches and reconstructing them as dis-
crete tokens from a latent VAE, encouraging learning of high-level layout structure.

3. Word Patch Alignment (WPA): predicting whether the image patch corresponding to a
word is masked, improving ne-grained text vision alignment.

For scanned tender tables, this patch-based design is relevant because it improves the models access
to purely visual structure (rulings, borders, separators) while still bene ting from OCR tokens and
their positions. At the same time, the approach remains OCR-assisted: missing or incorrect OCR
tokens still a ect the downstream representation of table content.

DocFormer: Single-Stream Multimodal Fusion

DocFormer (2021) introduced an alternative approach to multimodal fusion by proposing an end-
to-end Transformer for document understanding that integrates text, vision, and layout through mul-
timodal self-attention [4]. Unlike sequential combination of modalities, DocFormer performs deep,
single-stream fusion of word tokens and visual tokens within one Transformer stack, enabling cross-
modal interaction at every layer. These OCR-assisted methods show that explicitly integrating text
semantics, spatial layout, and visual features in a uni ed Transformer can outperform purely vision-
or text-only systems, while still depending on external OCR to provide word boxes and text 4].

Taken together, OCR-assisted multimodal pretraining set a strong baseline for document understand-
ing and table reasoning, but still inherits OCR dependencies. The next subsection turns to OCR-free,
end-to-end vision language models that read and generate structured outputs directly from pixels.
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4.7.2 End-to-End (OCR-Free) VLMs

End-to-end OCR-free vision language models remove the hard dependency on an OCR engine by
learning to read text directly from pixels while building representations that support higher-level
reasoning about layout and content. Rather than treating recognition (OCR), structure recovery
(TSR), and interpretation as separate stages, OCR-free VLMs frame document understanding as a
single sequence-to-sequence problem where a document image is mapped to a structured output such
as JSON, HTML, or task-speci c text.

In this thesis, we focus on three state-of-the-art OCR-free VLMs, Qwen2.5-VL-7B-Instruct p],
InternVL3_5-8B [ 5§, and LLaVA-OneVision-1.5-8B [2]. We chose these three models because they
dier in (1) how they encode images, (2) how they connect vision to the language model, and (3)
how they handle high-resolution documents, giving complementary strengths for table extraction in
scanned Spanish public tenders (licitaciones publicas).

Across these models, the common backbone pattern is:

a vision encoder that converts the page image into a sequence of visual tokens,

an alignment mechanism that maps visual tokens into the LLM space,

A~

and an LLM decoder that generates the nal output conditioned on the visual tokens and the
user prompt.

The key di erences lie in resolution handling (native dynamic resolution vs. cropping), vision language
alignment (lightweight projection vs. larger cross-attention middleware), and training signal (general
multimodal data vs. document-centric parsing supervision).

Qwen2.5-VL-7B-Instruct

Qwen2.5-VL-7B-Instruct emphasizes document-oriented vision design and explicit document parsing
supervision. It features a redesigned Vision Transformer trained from scratch to support native dy-
namic resolution processing while maintaining computational e ciency through window attention [ 6].
This is directly relevant for scanned tenders where table boundaries, thin rulings, and small text require
high-resolution input, but naive full attention at high resolution is computationally prohibitive.
Qwen2.5-VL also introduces Multimodal Rotary Position Embedding (MROPE), decomposing posi-
tional information into temporal, height, and width components, supporting document reading order
understanding and spatially grounded reasoning{]. In addition, a document-centric component is its
document omni-parsing signal, where heterogeneous document elements (tables, charts, equations) are
represented uniformly (for example, HTML-formatted layouts with structured annotations), providing
direct task-relevant supervision for table structure recognition and extraction [6].

InternvVL3_5-8B

InternVL is motivated by a fundamental architectural imbalance in prior VLMs: language models

scaled rapidly, while vision encoders remained comparatively small, leading to under-utilization of
LLM capacity and inconsistent feature representations across modalitiesgg]. InternVL addresses
this by scaling the vision foundation model to a large parameter regime and progressively aligning it
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